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Photographs can no longer be trusted. From the tabloid magazines to the fashion industry, main-
stream media outlets, political campaigns, and the photo hoaxes that land in our email in-boxes,
doctored photographs are appearing with a growing frequency and sophistication. I will briefly
describe the impact of all of this photographic tampering and recent technological advances that
have the potential to return some trust to photographs. Specifically, I will describe a representative
sample of image forensics techniques for detecting inconsistencies in lighting, pixel correlations, and
compression artifacts.
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1 Photo Fakery

History is riddled with the remnants of photographic fakery. Stalin, Mao, Hitler, Mussolni, Castro,
and Brezhnev each had photographs manipulated in an attempt to alter history. Cumbersome and
time-consuming darkroom techniques were required to alter history on behalf of Stalin and others.
Today, powerful and low-cost digital technology has made it far easier for nearly anyone to alter
digital images. And the resulting fakes are often very difficult to detect. This photographic fakery is
having a significant impact in many different areas.

Media: For the past decade, Adnan Hajj has produced striking war photographs from the on-going
struggle in the Middle East. On August 7th of 2006, the Reuters news agency published one of
Hajj’s photographs showing the remnants of an Israeli bombing of a Lebanese town. In the week
that followed, hundreds of bloggers and nearly every major news organization reported that the
photograph had been doctored with the addition of more smoke. The general consensus was one of
outrage and anger – Hajj was accused of doctoring the image to exaggerate the impact of the Israeli
shelling. An embarrassed Reuters quickly retracted the photograph and removed from its archives
nearly 1,000 photographs contributed by Hajj. The case of Hajj is, of course, by no means unique. In
2003 Brian Walski, a veteran photographer of numerous wars doctored a photograph that appeared
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on the cover of the Los Angeles Times. After discovering the fake, the outraged editors of the LA
Times fired Walski. The news magazines Time and Newsweek have each been rocked by scandal
after it was revealed that photographs appearing on their covers had been doctored. And, in the past
few years, countless news organizations around the world have been shaken by similar experiences.

Science: Those in the media are not alone in succumbing to the temptation to manipulate pho-
tographs. In 2004, Professor Hwang Woo-Suk and colleagues published what appeared to be ground-
breaking advances in stem cell research. This paper appeared in one of the most prestigious scientific
journals, Science. Evidence slowly emerged that these results were manipulated and/or fabricated.
After months of controversy, Hwang retracted the Science paper and resigned his position at the Uni-
versity. An independent panel investigating the accusations of fraud found, in part, that at least nine
of the eleven customized stem cell colonies that Hwang had claimed to have made were fakes. Much
of the evidence for those nine colonies, the panel said, involved doctored photographs of two other,
authentic, colonies. While this case garnered international coverage and outrage, it is by no means
unique. In an increasingly competitive field, scientists are succumbing to the temptation to exagger-
ate or fabricate their results. Mike Rossner, the managing editor of the Journal of Cell Biology estimates
that as many as 20% of accepted manuscripts to his journal contain at least one figure that has to be
remade because of inappropriate image manipulation [35].

Law: The child pornography charges against its Police Chief shocked the small town of Wapakoneta,
Ohio. At his trial, the defendant’s lawyer argued that if the State could not prove that the seized
images were real, then the defendant was within his rights in possessing the images. In 1996 the
Child Pornography Prevention Act (CPPA) extended the existing federal criminal laws against child
pornography to include certain types of “virtual porn”. In 2002 the United States Supreme Court
found that portions of the CPPA, being overly broad and restrictive, violated First Amendment rights.
The Court ruled that “virtual” or “computer generated” images depicting a fictitious minor are con-
stitutionally protected. The burden of proof in this case, and countless others, shifted to the State
who had to prove that the images were real and not computer generated. Given the sophistication of
computer generated images, several state and federal rulings have further found that juries should
not be asked to make the determination between real or virtual. And at least one federal judge ques-
tioned the ability of even expert witnesses to make this determination. This example highlights the
general complexities that exist at the intersection of digital technology and the law.

Politics: “Fonda Speaks to Vietnam Veterans At Anti-War Rally” read the headline with an accom-
panying photograph purportedly showing Senator John Kerry sharing a stage with the then contro-
versial Jane Fonda. The faux article was also a fake – a composite of two separate and unrelated
photographs. And just days after being selected as a running mate to U.S. presidential hopeful John
McCain, doctored images of a bikini clad and gun-toting Sarah Palin were widely distributed on the
Internet. The pairing of one’s political enemies with controversial figures is certainly not new. It is
believed that a doctored photograph contributed to Senator Millard Tydings’ electoral defeat in 1950.
The photo of Tydings conversing with Earl Browder, a leader of the American Communist party, was
meant to suggest that Tydings had communist sympathies. Recent political ads have seen a startling
number of doctored photographs pitting candidates in a flattering or damaging light.

National Security: With tensions mounting between the United States and Iran, the Iranian Govern-
ment announced the successful testing of ballistic missiles. As evidence, the government released a
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photograph showing the simultaneous launch of four missiles. Shortly after its world-wide publica-
tion, it was revealed that the image had been doctored. In reality, only three missiles had launched,
while the fourth missile, which failed to launch, was digitally inserted. This example highlighted the
importance of image authentication, and showed the potential implications of photo tampering on a
geo-political stage.

While historically they may have been the exception, doctored photographs today are increasingly
impacting nearly every aspect of our society. While the technology to distort and manipulate digital
media is developing at break-neck speeds, the technology to detect such alterations is lagging behind.
To this end, I will describe some recent innovations for detecting photo tampering that have the
potential to return some trust to photographs.

2 Photo Forensics

Digital watermarking has been proposed as a means by which an image can be authenticated (see,
for example, [27, 8] for general surveys). The drawback of this approach is that a watermark must
be inserted at the time of recording, which would limit this approach to specially equipped digital
cameras. This method also relies on the assumption that the digital watermark cannot be easily
removed and reinserted — it is not yet clear whether this is a reasonable assumption (e.g., [9]). In
contrast to these approaches, we have proposed techniques for detecting tampering in digital images
that work in the absence of any digital watermark or signature.

Given the variety of images and forms of tampering, the forensic analysis of images benefits from
a variety of tools that can detect various forms of tampering. Over the past eight years my students,
colleagues and I have developed a suite of computational and mathematical techniques for detecting
tampering in digital images. Our approach in developing each forensic tool is to first understand
how a specific form of tampering disturbs certain statistical or geometric properties of an image, and
then to develop a computational techniques to detect these perturbations. Within this framework, I
describe five of such techniques 1.

Specifically, I will describe three techniques for detecting inconsistencies in lighting, the first two
of which estimate the direction to a light source, and the third of which estimates a more complex
lighting environment consisting of multiple light sources. The fourth technique exploits pixel corre-
lations that are introduced into an image as a result of the specific design of digital camera sensors.
And the final technique leverages the artifacts introduced by the JPEG compression algorithm. These
techniques were chosen as a representative sample of a larger body of image forensic techniques.

2.1 Lighting Direction (2-D)

Consider the creation of a forgery showing two movie stars, rumored to be romantically involved,
walking down a sunset beach. Such an image might be created by splicing together individual im-
ages of each movie star. In so doing, it is often difficult to exactly match the lighting effects due to
directional lighting (e.g., the sun on a clear day). Differences in lighting can, therefore, be a telltale
sign of digital tampering. To the extent that the direction of the light source can be estimated for dif-
ferent objects/people in an image, inconsistencies in the lighting direction can be used as evidence
of digital tampering.

1Portions of this chapter have appeared in [24, 26, 25, 38].
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The standard approaches for estimating light source direction begin by making some simplifying
assumptions: (1) the surface of interest is Lambertian (the surface reflects light isotropically); (2) the
surface has a constant reflectance value; (3) the surface is illuminated by a point light source infinitely
far away; and (4) the angle between the surface normal and the light direction is in the range 0◦ to
90◦. Under these assumptions, the image intensity can be expressed as:

I(x, y) = R( ~N(x, y) · ~L) + A, (1)

where R is the constant reflectance value, ~L is a 3-vector pointing in the direction of the light source,
~N(x, y) is a 3-vector representing the surface normal at the point (x, y), and A is a constant ambient
light term [14], Figure 1 (left). If we are only interested in the direction of the light source, then the
reflectance term, R, can be considered to have unit-value, understanding that the estimation of ~L will
only be within an unknown scale factor. The resulting linear equation provides a single constraint in
four unknowns, the three components of ~L and the ambient term A.

With at least four points with the same reflectance, R, and distinct surface normals, ~N , the light
source direction and ambient term can be solved for using standard least-squares estimation. To
begin, a quadratic error function, embodying the imaging model of Equation (1), is given by:

E(~L,A) =

∣∣∣∣∣∣∣∣∣

∣∣∣∣∣∣∣∣∣M


Lx

Ly

Lz

A

−


I(x1, y1)
I(x2, y2)

...
I(xp, yp)


∣∣∣∣∣∣∣∣∣

∣∣∣∣∣∣∣∣∣
2

=
∣∣∣∣∣∣M~v −~b

∣∣∣∣∣∣2 , (2)

where || · || denotes vector norm, Lx, Ly, and Lz denote the components of the light source direction
~L, and

M =


Nx(x1, y1) Ny(x1, y1) Nz(x1, y1) 1
Nx(x2, y2) Ny(x2, y2) Nz(x2, y2) 1

...
...

...
...

Nx(xp, yp) Ny(xp, yp) Nz(xp, yp) 1

 , (3)

where Nx(xi, yi), Ny(xi, yi), and Nz(xi, yi) denote the components of the surface normal ~N at image
coordinate (xi, yi). The quadratic error function above is minimized by differentiating with respect to
the unknown, ~v, setting the result equal to zero, and solving for ~v to yield the least-squares estimate:

~v = (MT M)−1MT~b. (4)

Note that this solution requires knowledge of 3-D surface normals from at least four distinct points
(p ≥ 4) on a surface with the same reflectance. With only a single image and no objects of known
geometry in the scene, it is unlikely that this will be possible. Most approaches to overcome this
problem rely on acquiring multiple images [37] or placing an object of known geometry in the scene
(e.g., a sphere) [4]. For forensic applications, these solutions are not practical.

In [32], the authors suggest a clever solution for estimating two components of the light source di-
rection (Lx and Ly) from only a single image. While their approach clearly provides less information
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Figure 1: Schematic diagram of the imaging geometry for: 3-D surface normals (left), and 2-D surface normals
(right). In the 2-D case, the z-component of the surface normal ( ~N ) is zero.

regarding the light source direction, it does make the problem tractable from a single image. The au-
thors note that at the occluding boundary of a surface, the z-component of the surface normal is zero,
Nz = 0. In addition, the x- and y-components of the surface normal, Nx and Ny, can be estimated
directly from the image, Figure 1 (right).

With this assumption, the error function of Equation (2) takes the form:

E(~L,A) =

∣∣∣∣∣∣∣∣∣
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∣∣∣∣∣∣∣∣∣
2

=
∣∣∣∣∣∣M~v −~b

∣∣∣∣∣∣2 , (5)

where,

M =


Nx(x1, y1) Ny(x1, y1) 1
Nx(x2, y2) Ny(x2, y2) 1

...
...

...
Nx(xp, yp) Ny(xp, yp) 1

 . (6)

This error function is minimized, as before, using standard least-squares to yield the same solution
as in Equation (4), but with the matrix M taking the form given in Equation (6). In this case, the
solution requires knowledge of 2-D surface normals from at least three distinct points (p ≥ 3) on a
surface with the same reflectance.
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The intensity, I(xi, yi), at a boundary point, (xi, yi), cannot be directly measured from the image as
the surface is occluded. The authors in [32] note, however, that the intensity can be extrapolated by
considering the intensity profile along a ray coincident to the 2-D surface normal. They also found
that simply using the intensity close to the border of the surface is often sufficient.

We extend this basic formulation in two ways. First, we estimate the two-dimensional light source
direction from local patches along an object’s boundary (as opposed to along extended boundaries as
in [32]). This is done to relax the assumption that the reflectance along the entire surface is constant.
Then, a regularization (smoothness) term is introduced to better condition the final estimate of light
source direction.

The constant reflectance assumption is relaxed by assuming that the reflectance for a local surface
patch (as opposed to the entire surface) is constant. This requires us to estimate individual light
source directions, ~Li, for each patch along a surface. Under the infinite light source assumption, the
orientation of these estimates should not vary, but their magnitude may (recall that the estimate of
the light source is only within a scale factor, which depends on the reflectance value R, Equation (1)).

Consider a surface partitioned into n patches, and, for notational simplicity, assume that each
patch contains p points. The new error function to be minimized is constructed by packing together,
for each patch, the 2-D version of the constraint of Equation (1):

E1(~L1, . . . , ~Ln, A) =
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...
...
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1 ) 1
...

... · · ·
...

...
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0 0 Nx(xn
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. (8)

The above quadratic error function is minimized, as before, using least-squares with the solution
taking on the same form as in Equation (4). In this case, the solution provides n estimates of the 2-D
light directions, ~L1, . . ., ~Ln, and an ambient term A. Note that while individual light source directions
are estimated for each surface patch, a single ambient term is assumed.

While the local estimation of light source directions allows for the relaxation of the constant re-
flectance assumption, it could potentially yield less stable results. Note that under the assumption
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of an infinite point light source, the orientation of the n light directions should be equal. With the
additional assumption that the change in reflectance from patch to patch is relatively small (i.e., the
change in the magnitude of neighboring ~Li’s is small), we can condition the individual estimates
with the following regularization term:

E2(~L1, . . . , ~Ln) =
n∑

i=2

∣∣∣∣∣∣~Li − ~Li−1
∣∣∣∣∣∣2 . (9)

This additional error term penalizes neighboring estimates that are different from one another. The
quadratic error function E1(·), Equation (7), is conditioned by combining it with the regularization
term E2(·), scaled by a factor λ, to yield the final error function:

E(~L1, . . . , ~Ln, A) = E1(~L1, . . . , ~Ln, A) + λE2(~L1, . . . , ~Ln). (10)

This combined error function can still be minimized using least-squares minimization. The error
function E2(·) is first written in a more compact and convenient form as:

E2(~v) = ||C~v||2 , (11)

where the 2n− 2× 2n + 1 matrix C is given by:

C =


−1 0 1 0 · · · 0 0 0 0 0
0 −1 0 1 · · · 0 0 0 0 0
...

. . .
...

0 0 0 0 · · · −1 0 1 0 0
0 0 0 0 · · · 0 −1 0 1 0

 , (12)

with ~v =
(
L1

x L1
y L2

x L2
y . . . Ln

x Ln
y A

)T . The error function of Equation (10) then takes the
form:

E(~v) = ||M~v −~b||2 + λ||C~v||2. (13)

Differentiating this error function yields:

E′(~v) = 2MT M~v − 2MT~b + 2λCT C~v

= 2(MT M + λCT C)~v − 2MT~b. (14)

Setting this result equal to zero and solving for ~v yields the least-squares estimate:

~v = (MT M + λCT C)+MT~b, (15)

where + denotes pseudo-inverse. The final light direction estimate is computed by averaging the n

resulting light direction estimates, ~L1, . . . , ~Ln.
The light direction estimation requires the localization of an occluding boundary. These bound-

aries are extracted by manually selecting points in the image along an occluding boundary. This
rough estimate of the position of the boundary is used to define its spatial extent. The boundary is
then partitioned into approximately eight small patches. Three points near the occluding boundary
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Figure 2: Shown are eight images with the extracted occluding boundaries (black), individual light source
estimates (white), and the final average light source direction (large arrow). In each image, the cast shadow
on the calibration target indicates the direction to the illuminating sun, and has been darkened to enhance
visibility.
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are manually selected for each patch, and fit with a quadratic curve. The surface normals along each
patch are then estimated analytically from the resulting quadratic fit.

Shown in Figure 2 are eight images of objects illuminated by the sun on a clear day. In order to
determine the accuracy of our approach, a calibration target, consisting of a flat surface with a rod
extending from the center, was placed in each scene. The target was approximately parallel to the
image plane, so that the shadow cast by the rod indicated the direction of the sun. Errors in our
estimated light source direction are given relative to this orientation. The average estimation error is
4.8◦ with a minimum and maximum error of 0.6◦ and 10.9◦. The image returning the largest error is
the parking meters. There are probably at least three reasons for this larger error, and for errors in
general. The first is that the metallic surface violates the Lambertian assumption. The second is that
the paint on the meter is worn in several spots causing the reflectance to vary, at times, significantly
from patch to patch. And the third is that we did not calibrate the camera so as to remove luminance
non-linearities (e.g., gamma correction) in the image.

The creation of a digital forgery often involves combining objects/people from separate images.
In so doing, it is difficult to exactly match the lighting effects due to directional lighting (e.g., the sun
on a clear day). At least one reason for this is that such a manipulation may require the creation or
removal of shadows and lighting gradients. And while large inconsistencies in lighting direction may
be fairly obvious, there is evidence from the human psychophysics literature that we are surprisingly
insensitive to differences in lighting across an image [43, 34]. To the extent that the direction of the
light source can be estimated for different objects/people in an image, inconsistencies in lighting can
be used as evidence of digital tampering.

2.2 Lighting Direction (3-D)

In the previous section, we described how to estimate the light source direction in 2-D. While this
approach has the benefit of being applicable to arbitrary objects, it has the drawback that it can only
determine the direction to the light source within one degree of ambiguity. Next we describe how
the full 3-D light source direction can be estimated by leveraging a 3-D model of the human eye.
Specifically, we describe how to estimate the 3-D direction to a light source from specular highlights
on the eyes.

The position of a specular highlight is determined by the relative positions of the light source, the
reflective surface and the viewer (or camera). In Figure 3, for example, is a diagram showing the
creation of a specular highlight on an eye. In this diagram, the three vectors ~L, ~N and ~R correspond
to the direction to the light, the surface normal at the point at which the highlight is formed, and the
direction in which the highlight will be seen. For a perfect reflector, the highlight is seen only when
the view direction ~V = ~R. For an imperfect reflector, a specular highlight can be seen for viewing
directions ~V near ~R, with the strongest highlight seen when ~V = ~R.

An algebraic relationship between the vectors ~L, ~N , and ~V is first derived. We then show how
the 3-D vectors ~N and ~V can be estimated from a single image, from which the direction to the light
source ~L is determined.

The law of reflection states that a light ray reflects off of a surface at an angle of reflection θr equal
to the angle of incidence θi, where these angles are measured with respect to the surface normal ~N ,
Figure 3. Assuming unit-length vectors, the direction of the reflected ray ~R can be described in terms
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Light

Camera
Eye

N

L

Figure 3: The formation of a specular highlight on an eye (small white dot on the iris). The position of the
highlight is determined by the surface normal ~N and the relative directions to the light source ~L and viewer
~V .

of the light direction ~L and the surface normal ~N :

~R = ~L + 2(cos(θi) ~N − ~L)
= 2 cos(θi) ~N − ~L. (16)

By assuming a perfect reflector (~V = ~R), the above constraint yields:

~L = 2 cos(θi) ~N − ~V

= 2
(

~V T ~N
)

~N − ~V . (17)

The light direction ~L can therefore be estimated from the surface normal ~N and view direction ~V at
a specular highlight. Note that the light direction is specified with respect to the eye, and not the
camera. In practice, all of these vectors will be placed in a common coordinate system, allowing us
to compare light directions across the image.

In order to estimate the surface normal ~N and view direction ~V in a common coordinate system,
we first need to estimate the projective transform that describes the transformation from world to
image coordinates. With only a single image, this calibration is generally an under-constrained prob-
lem. In our case, however, the known geometry of the eye can be exploited to estimate this required
transform. Throughout, upper-case symbols will denote world coordinates and lower-case will de-
note camera/image coordinates.

The limbus, the boundary between the sclera (white part of the eye) and the iris (colored part of
the eye), can be well modeled as a circle [33]. The image of the limbus, however, will be an ellipse
except when the eye is directly facing the camera. Intuitively, the distortion of the ellipse away from
a circle will be related to the pose and position of the eye relative to the camera. We therefore seek
the transform that aligns the image of the limbus to a circle.

In general, a projective transform that maps 3-D world coordinates to 2-D image coordinates can
be represented, in homogeneous coordinates, as a 3×4 matrix. We assume that points on a limbus are
coplanar, and define the world coordinate system such that the limbus lies in the Z = 0 plane. With
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this assumption, the projective transformation reduces to a 3 × 3 planar projective transform [19],
where the world points ~X and image points ~x are represented by 2-D homogeneous vectors.

Points on the limbus in our world coordinate system satisfy the following implicit equation of a
circle:

f( ~X; ~α) = (X1 − C1)2 + (X2 − C2)2 − r2 = 0, (18)

where ~α =
(
C1 C2 r

)T denotes the circle center and radius.
Consider a collection of points, ~Xi, i = 1, . . . ,m, each of which satisfy Equation (18). Under an

ideal pinhole camera model, the world point ~Xi maps to the image point ~xi as follows:

~xi = H ~Xi, (19)

where H is a 3× 3 projective transform matrix.
The estimation of H can be formulated in an orthogonal distance fitting framework. Let E(·) be an

error function on the parameter vector ~α and the unknown projective transform H :

E(~α,H) =
m∑

i=1

min
~̂
X

∥∥∥~xi −H
~̂
X
∥∥∥2

, (20)

where ~̂
X is on the circle parametrized by ~α. The error embodies the sum of the squared errors

between the data, ~xi, and the closest point on the model, ~̂
X . This error function is minimized using

non-linear least squares via the Levenberg-Marquardt iteration [41].
Once estimated, the projective transform H can be decomposed in terms of intrinsic and extrinsic

camera parameters [19]. The intrinsic parameters consist of the camera focal length, camera center,
skew and aspect ratio. For simplicity, we will assume that the camera center is the image center, that
the skew is 0 and the aspect ratio is 1, leaving only the focal length f . The extrinsic parameters consist
of a rotation matrix R and translation vector ~t that define the transformation between the world and
camera coordinate systems. Since the world points lie on a single plane, the projective transform can
be decomposed in terms of the intrinsic and extrinsic parameters as:

H = λK
(
~r1 ~r2 ~t

)
, (21)

where the 3× 3 intrinsic matrix K is:

K =

f 0 0
0 f 0
0 0 1

 , (22)

λ is a scale factor, the column vectors ~r1 and ~r2 are the first two columns of the rotation matrix R, and
~t is the translation vector.

With a known focal length f , and hence a known matrix K, the world to camera coordinate trans-
form Ĥ can be estimated directly:

1
λ

K−1H =
(
~r1 ~r2 ~t

)
Ĥ =

(
~r1 ~r2 ~t

)
, (23)
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Figure 4: (a) A side view of a 3-D model of the human eye. The larger sphere represents the sclera and the
smaller sphere represents the cornea. The limbus is defined by the intersection of the two spheres. (b) The
surface normal at a point ~S in the plane of the limbus depends on the view direction ~V .

where the scale factor λ is chosen so that ~r1 and ~r2 are unit vectors. The complete rotation matrix is
given by:

R =
(
~r1 ~r2 ~r1 × ~r2

)
, (24)

where × denotes cross product. If the focal length is unknown, it can be directly estimated as de-
scribed in [26].

Recall that the minimization of Equation (20) yields both the transform H and the circle parameters
~α for the limbus. The unit vector from the center of the limbus to the origin of the camera coordinate
system is the view direction, ~v. Let ~Xc =

(
C1 C2 1

)
denote the estimated center of a limbus in

world coordinates. In the camera coordinate system, this point is given by:

~xc = Ĥ ~Xc. (25)

The view direction, as a unit vector, in the camera coordinate system is then given by:

~v = − ~xc

‖~xc‖
, (26)

where the negative sign reverses the vector so that it points from the eye to the camera.
The 3-D surface normal ~N at a specular highlight is estimated from a 3-D model of the human

eye [30]. The model consists of a pair of spheres as illustrated in Figure 4(a). The larger sphere,
with radius r1 = 11.5 mm, represents the sclera and the smaller sphere, with radius r2 = 7.8 mm,
represents the cornea. The centers of the spheres are displaced by a distance d = 4.7 mm. The limbus,
a circle with radius p = 5.8 mm, is defined by the intersection of the two spheres. The distance
between the center of the smaller sphere and the plane containing the limbus is q = 5.25 mm. These
measurements vary slightly among adults, and the radii of the spheres are approximately 0.1 mm
smaller for female eyes [21, 30].

Consider a specular highlight in world coordinates at location ~S =
(
Sx Sy

)
, measured with re-

spect to the center of the limbus. The surface normal at ~S depends on the view direction ~V . In
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Figure 4(b) is a schematic showing this relationship for two different positions of the camera. The
surface normal ~N is determined by intersecting the ray leaving ~S, along the direction ~V , with the
edge of the sphere. This intersection can be computed by solving a quadratic system for k, the dis-
tance between ~S and the edge of the sphere,

(Sx + kVx)2 + (Sy + kVy)2 + (q + kVz)2 = r2
2

k2 + 2(SxVx + SyVy + qVz)k + (S2
x + S2

y + q2 − r2
2) = 0, (27)

where q and r2 are specified by the 3-D model of the eye. The view direction ~V =
(
Vx Vy Vz

)
in

the world coordinate system is given by:

~V = R−1~v, (28)

where ~v is the view direction in camera coordinates and R is the estimated rotation between the
world and camera coordinate systems. The surface normal ~N in the world coordinate system is then
given by:

~N =

Sx + kVx

Sy + kVy

q + kVz

 , (29)

and in camera coordinates: ~n = R ~N .
Consider a specular highlight ~xs specified in image coordinates and the estimated projective trans-

form H from world to image coordinates. The inverse transform H−1 maps the coordinates of the
specular highlight into world coordinates:

~Xs = H−1 ~xs (30)

The center ~C and radius r of the limbus in the world coordinate system determine the coordinates of
the specular highlight, ~S, with respect to the model:

~S =
p

r

(
~Xs − ~C

)
, (31)

where p is specified by the 3-D model of the eye. The position of the specular highlight ~S is then used
to determine the surface normal ~N . Combined with the estimate of the view direction ~V , the light
source direction ~L can be estimated from Equation (17). In order to compare light source estimates in
the image, the light source estimate is converted to camera coordinates: ~l = R~L

To test the efficacy of this light estimation, synthetic images of eyes were rendered using the pbrt
environment [36]. The shape of the eyes conformed to the 3-D model described above and the eyes
were placed in one of 12 different locations. For each location, the eyes were rotated by a unique
amount relative to the camera. The eyes were illuminated with two light sources: a fixed light directly
in line with the camera, and a second light placed in one of four different positions. The twelve
locations and four light directions gave rise to 48 images, Figure 5. Each image was rendered at
a resolution of 1200 × 1600 pixels, with the cornea occupying less than 0.1% of the entire image.
Shown in Figure 5 are several examples of the rendered eyes, along with a schematic of the imaging
geometry. The limbus and position of the specular highlight(s) were automatically extracted from
the rendered image. For each highlight, the projective transform H , the view direction ~v and surface
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Figure 5: Synthetically generated eyes. Each of the upper panels corresponds to different positions and orien-
tations of the eyes and locations of the light sources. The ellipse fit to each limbus is shown with a dashed line,
and the small dots denote the positions of the specular highlights. Shown below is a schematic of the imaging
geometry: the position of the lights, camera and a subset of the eye positions.
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Figure 6: A subject at different locations and orientations relative to the camera and two light sources. Shown
to the right are magnified views of the eyes. The ellipse fit to each limbus is shown with a dashed line and the
small dots denote the positions of the specular highlights. See also Table 1.

normal ~n were estimated, from which the direction to the light source~l was determined. The angular
error between the estimated ~l and actual ~l0 light directions is computed as φ = cos−1

(
~lT ~l0

)
, where

the vectors are normalized to be unit length. With a known focal length, the average angular error in
estimating the light source direction was 2.8◦ with a standard deviation of 1.3◦ and a maximum error
of 6.8◦. With an unknown focal length, the average error was 2.8◦ with a standard deviation of 1.3◦

and a maximum error of 6.3◦.
To further test the efficacy of our technique, we photographed a subject under controlled lighting.

A camera and two lights were arranged along a wall, and the subject was positioned 250 cm in front
of the camera and at the same elevation. The first light L1 was positioned 130 cm to the left of and
60 cm above the camera. The second light L2 was positioned 260 cm to the right and 80 cm above
the camera. The subject was placed in five different locations and orientations relative to the camera
and lights, Figure 6. A six mega-pixel Nikon D100 camera with a 35 mm lens was set to capture in
the highest quality JPEG format. For each image, an ellipse was manually fit to the limbus of each
eye. In these images, the limbus did not form a sharp boundary – the boundary spanned roughly
3 pixels. As such, we fit the ellipses to the better defined inner outline [23], Figure 6. The radius of
each limbus was approximately 9 pixels, and the cornea occupied 0.004% of the entire image. Each
specular highlight was localized by specifying a bounding rectangular area around each highlight
and computing the centroid of the selection. The weighting function for the centroid computation
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left eye right eye left eye right eye
image L1 L2 L1 L2 L1 L2 L1 L2

1 5.8 7.6 3.8 1.6 5.8 7.7 3.9 1.7
2 – 8.7 – 0.8 – 10.4 – 18.1
3 9.3 – 11.0 – 17.6 – 10.1 –
4 12.5 16.4 7.5 7.3 10.4 13.6 7.4 5.6
5 14.0 – 13.8 – 17.4 – 16.5 –

Table 1: Angular errors (degrees) in estimating the light direction for the images shown in Figure 6. On the
left are the errors for a known focal length, and on the right are the errors for an unknown focal length. A ’–’
indicates that the specular highlight for that light was not visible on the cornea.

was chosen to be the squared (normalized) pixel intensity. The location to the light source(s) was
estimated for each pair of eyes assuming a known and unknown focal length. The angular errors
for each image are given in Table 1. Note that in some cases an estimate for one of the light sources
was not possible when the highlight was not visible on the cornea. With a known focal length, the
average angular error was 8.6◦, and with an unknown focal length, the average angular error was
10.5◦.

When creating a composite of two or more people it is often difficult to match the lighting condi-
tions under which each person was originally photographed. Specular highlights that appear on the
eye are a powerful cue as to the shape, color and location of the light source(s). Inconsistencies in
these properties of the light can be used as evidence of tampering. We can measure the 3-D direction
to a light source from the position of the highlight on the eye. While we have not specifically fo-
cused on it, the shape and color of a highlight are relatively easy to quantify and measure and should
also prove helpful in exposing digital forgeries. Since specular highlights tend to be relatively small
on the eye, it is possible to manipulate them to conceal traces of tampering. To do so, the shape,
color and location of the highlight would have to be constructed so as to be globally consistent with
the lighting in other parts of the image. Inconsistencies in this lighting may be detectable using the
technique described in the previous section.

2.3 Lighting Environment

In the previous two sections, we have shown how to estimate the direction to a light source, and
how inconsistencies in the illuminant direction can be used to detect tampering. This approach is
appropriate when the lighting is dominated by a single light source, but is less appropriate in more
complex lighting environments containing multiple light sources or non-directional lighting. Here
we describe how to quantify such complex lighting environments and how to use inconsistencies in
lighting to detect tampering.

The lighting of a scene can be complex—any number of lights can be placed in any number of
positions, creating different lighting environments. In order to model such complex lighting, we
assume that the lighting is distant and that surfaces in the scene are convex and Lambertian. To use
this model in a forensic setting, we also assume that the surface reflectance is constant and that the
camera response is linear.

Under the assumption of distant lighting, an arbitrary lighting environment can be expressed as a
non-negative function on the sphere, L(~V ), where ~V is a unit vector in Cartesian coordinates and
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Figure 7: The irradiance (light received) at a point ~x is determined by integrating the amount of incoming light
from all directions ~V in the hemisphere about the surface normal ~N .

the value of L(~V ) is the intensity of the incident light along direction ~V , Figure 7. If the object
being illuminated is convex, the irradiance (light received) at any point on the surface is due to
only the lighting environment; i.e., there are no cast shadows or interreflections [39]. As a result,
the irradiance, E( ~N), can be parametrized by the unit length surface normal ~N and written as a
convolution of the reflectance function of the surface, R(~V , ~N), with the lighting environment L(~V ):

E( ~N) =
∫

Ω
L(~V ) R(~V , ~N) dΩ, (32)

where Ω represents the surface of the sphere and dΩ is an area differential on the sphere. For a
Lambertian surface, the reflectance function is a clamped cosine:

R(~V , ~N) = max
(

~V · ~N, 0
)

, (33)

which is either the cosine of the angle between vectors ~V and ~N , or zero when the angle is greater
than 90 degrees. This reflectance function effectively limits the integration in Equation (32) to the
hemisphere about the surface normal ~N , Figure 7. In addition, while we have assumed no cast
shadows, Equation (33) explicitly models attached shadows, i.e., shadows due to surface normals
facing away from the direction ~V .

The convolution in Equation (32) can be simplified by expressing both the lighting environment
and the reflectance function in terms of spherical harmonics. Spherical harmonics form an orthonor-
mal basis for piecewise continuous functions on the sphere and are analogous to the Fourier basis on
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the line or plane. The first three orders of spherical harmonics are shown in Figure 8 and defined as:

Y0,0( ~N) = 1√
4π

Y1,−1( ~N) =
√

3
4πy Y1,0( ~N) =

√
3
4πz

Y1,1( ~N) =
√

3
4πx Y2,−2( ~N) = 3

√
5

12πxy Y2,−1( ~N) = 3
√

5
12πyz

Y2,0( ~N) = 1
2

√
5
4π (3z2 − 1) Y2,1( ~N) = 3

√
5

12πxz Y2,2( ~N) = 3
2

√
5

12π (x2 − y2)

where ~N =
(
x y z

)
in Cartesian coordinates.

The lighting environment expanded in terms of these spherical harmonics is:

L(~V ) =
∞∑

n=0

n∑
m=−n

ln,mYn,m(~V ), (34)

where Yn,m(·) is the mth spherical harmonic of order n, and ln,m is the corresponding coefficient of
the lighting environment. Similarly, the reflectance function for Lambertian surfaces, R(~V , ~N), can be
expanded in terms of spherical harmonics, and due to its symmetry about the surface normal, only
harmonics with m = 0 appear in the expansion:

R(~V , ~N) =
∞∑

n=0

rnYn,0

(
( 0 0 ~V · ~N )T

)
. (35)

Note that for m = 0, the spherical harmonic Yn,0(·) depends only on the z-component of its argument.
Convolutions of functions on the sphere become products when represented in terms of spherical

harmonics [39, 2]. As a result, the irradiance, Equation (32), takes the form:

E( ~N) =
∞∑

n=0

n∑
m=−n

r̂nln,mYn,m( ~N), (36)

where

r̂n =

√
4π

2n + 1
rn. (37)

The key observation in [39] and [2] was that the coefficients r̂n for a Lambertian reflectance function
decay rapidly, and thus the infinite sum in Equation (36) can be well approximated by the first nine
terms:

E( ~N) ≈
2∑

n=0

n∑
m=−n

r̂nln,mYn,m( ~N). (38)

Since the constants r̂n are known for a Lambertian reflectance function, the irradiance of a convex
Lambertian surface under arbitrary distant lighting can be well modeled by the nine lighting envi-
ronment coefficients ln,m up to order two.

Irradiance describes the total amount of light reaching a point on a surface. For a Lambertian
surface, the reflected light, or radiosity, is proportional to the irradiance by a reflectance term ρ. In
addition, Lambertian surfaces emit light uniformly in all directions, so the amount of light received
by a viewer (i.e., camera) is independent of the view direction.
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Figure 8: The first three orders of spherical harmonics as functions on the sphere. Shown from top to bottom
are the order zero spherical harmonic, Y0,0(·); the three order one spherical harmonics, Y1,m(·); and the five
order two spherical harmonics, Y2,m(·).

A camera maps its received light to intensity through a camera response function f(·). Assuming
the reflectance term ρ is constant across the surface, the measured intensity at a point ~x in the image
is given by [10]:

I(~x) = f(ρtE( ~N(~x))). (39)

where E(·) is the irradiance, ~N(~x) is the surface normal at point ~x, and t is the exposure time. For
simplicity, we assume a linear camera response, and thus the intensity is related to the irradiance
by an unknown multiplicative factor, which is assumed to have unit value—this assumption implies
that the lighting coefficients can only be estimated to within an unknown scale factor. Under these
assumptions, the relationship between image intensity and irradiance is simply:

I(~x) = E( ~N(~x)). (40)

Since, under our assumptions, the intensity is equal to irradiance, Equation (40) can be written in
terms of spherical harmonics by expanding Equation (38):

I(~x) = l0,0πY0,0( ~N) + l1,−1
2π
3 Y1,−1( ~N) + l1,0

2π
3 Y1,0( ~N) + l1,1

2π
3 Y1,1( ~N)

+ l2,−2
π
4 Y2,−2( ~N) + l2,−1

π
4 Y2,−1( ~N) + l2,0

π
4 Y2,0( ~N)

+ l2,1
π
4 Y2,1( ~N) + l2,2

π
4 Y2,2( ~N). (41)

Note that this expression is linear in the nine lighting environment coefficients, l0,0 to l2,2. As such,
given 3-D surface normals at p ≥ 9 points on the surface of an object, the lighting environment
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coefficients can be estimated as the least-squares solution to the following system of linear equations:
πY0,0( ~N(~x1)) 2π

3 Y1,−1( ~N(~x1)) . . . π
4 Y2,2( ~N(~x1))

πY0,0( ~N(~x2)) 2π
3 Y1,−1( ~N(~x2)) . . . π

4 Y2,2( ~N(~x2))
...

...
. . .

...
πY0,0( ~N(~xp)) 2π

3 Y1,−1( ~N(~xp)) . . . π
4 Y2,2( ~N(~xp))




l0,0

l1,−1
...

l2,2

 =


I(~x1)
I(~x2)

...
I(~xp)


M~v = ~b, (42)

where M is the matrix containing the sampled spherical harmonics, ~v is the vector of unknown
lighting environment coefficients, and ~b is the vector of intensities at p points. The least-squares
solution to this system is:

~v =
(
MT M

)−1
MT~b. (43)

This solution requires 3-D surface normals from at least nine points on the surface of an object. With-
out multiple images or known geometry, however, this requirement may be difficult to satisfy from
an arbitrary image.

As in [24] and [32], we observe that under an assumption of orthographic projection, the z-component
of the surface normal is zero along the occluding contour of an object. Therefore, the intensity profile
along an occluding contour simplifies to:

I(~x) = A + l1,−1
2π
3 Y1,−1( ~N) + l1,1

2π
3 Y1,1( ~N) + l2,−2

π
4 Y2,−2( ~N) + l2,2

π
4 Y2,2( ~N), (44)

where

A = l0,0
π

2
√

π
− l2,0

π
16

√
5
π . (45)

Note that the functions Yi,j(·) depend only on the x and y components of the surface normal ~N . That
is, the five lighting coefficients can be estimated from only 2-D surface normals, which are relatively
simple to estimate from a single image.2 In addition, Equation (44) is still linear in its now five
lighting environment coefficients, which can be estimated as the least-squares solution to:

1 2π
3 Y1,−1( ~N(~x1)) 2π

3 Y1,1( ~N(~x1)) π
4 Y2,−2( ~N(~x1)) π

4 Y2,2( ~N(~x1))
1 2π

3 Y1,−1( ~N(~x2)) 2π
3 Y1,1( ~N(~x2)) π

4 Y2,−2( ~N(~x2)) π
4 Y2,2( ~N(~x2))

...
...

...
...

...
1 2π

3 Y1,−1( ~N(~xp)) 2π
3 Y1,1( ~N(~xp)) π

4 Y2,−2( ~N(~xp)) π
4 Y2,2( ~N(~xp))




A
l1,−1

l1,1

l2,−2

l2,2

 =


I(~x1)
I(~x2)

...
I(~xp)

(46)

M~v = ~b, (47)

which has the same least-squares solution as before:

~v =
(
MT M

)−1
MT~b. (48)

Note that this solution only provides five of the nine lighting environment coefficients. We will show,
however, that this subset of coefficients is still sufficiently descriptive for forensic analysis.

2The 2-D surface normal is the gradient vector of an implicit curve fit to the edge of an object.
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When analyzing the occluding contours of objects in real images, it is often the case that the range
of surface normals is limited, leading to an ill-conditioned matrix M . This limitation can arise from
many sources, including occlusion or object geometry. As a result, small amounts of noise in either
the surface normals or the measured intensities can cause large variations in the estimate of the
lighting environment vector ~v. To better condition the estimate, an error function E(~v) is defined that
combines the least-squares error of the original linear system with a regularization term:

E(~v) = ‖M~v −~b‖2 + λ‖C~v‖2, (49)

where λ is a scalar, and the matrix C is diagonal with
(
1 2 2 3 3

)
on the diagonal. The matrix

C is designed to dampen the effects of higher order harmonics and is motivated by the observation
that the average power of spherical harmonic coefficients for natural lighting environments decreases
with increasing harmonic order [12]. For the full lighting model when 3-D surface normals are avail-
able, Equation (42), the matrix C has

(
1 2 2 2 3 3 3 3 3

)
on the diagonal.

The error function to be minimized, Equation (49), is a least-squares problem with a Tikhonov
regularization [16]. The analytic minimum is found by differentiating with respect to ~v:

dE(~v)
d~v

= 2MT M~v − 2MT~b + 2λCT C~v

= 2(MT M + λCT C)~v − 2MT~b, (50)

setting the result equal to zero, and solving for ~v:

~v = (MT M + λCT C)−1MT~b. (51)

In practice, we have found that the conditioned estimate in Equation (51) is appropriate if less
than 180◦ of surface normals are available along the occluding contour. If more than 180◦ of surface
normals are available, the least-squares estimate, Equation (48), can be used, though both estimates
will give similar results for small values of λ.

The estimated coefficient vector ~v, Equation (51), is a low-order approximation of the lighting en-
vironment. For forensics purposes, we would like to differentiate between lighting environments
based on these coefficients. Intuitively, coefficients from objects in different lighting environments
should be distinguishable, while coefficients from objects in the same lighting environment should
be similar. In addition, measurable differences in sets of coefficients should be mostly due to differ-
ences in the lighting environment and not to other factors such as object color or image exposure.
Taking these issues into consideration, we propose an error measure between two estimated lighting
environments. Let ~v1 and ~v2 be two vectors of lighting environment coefficients. From these coeffi-
cients, the irradiance profile along a circle (2-D) or a sphere (3-D) is synthesized, from which the error
is computed. The irradiance profiles corresponding to ~v1 and ~v2 are given by:

~x1 = M~v1, (52)
~x2 = M~v2, (53)

where the matrix M is of the form in Equation (42) (for 3-D normals) or Equation (47) (for 2-D nor-
mals). After subtracting the mean, the correlation between these zero-meaned profiles is:

corr(~x1, ~x2) =
~xT

1 ~x2

‖~x1‖‖~x2‖
(54)
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Figure 9: Errors between image pairs corresponding to the same (‘+’) and different (‘·’) locations using the full
9-parameter model with 3-D surface normals (left) and using the 5-parameter model with 2-D surface normals
(right). Both the horizontal and vertical axes are scaled logarithmically.

In practice, this correlation can be computed directly from the lighting environment coefficients:

corr(~v1, ~v2) =
~vT

1 Q~v2√
~vT

1 Q~v1

√
~vT

2 Q~v2

, (55)

where the matrix Q for both the 2-D and 3-D cases is derived in [25]. By design, this correlation
is invariant to both additive and multiplicative factors on the irradiance profiles ~x1 and ~x2. Recall
that our coefficient vectors ~v1 and ~v2 are estimated to within an unknown multiplicative factor. In
addition, different exposure times under a nonlinear camera response function can introduce an
additive bias. The correlation is, therefore, invariant to these factors and produces values in the
interval [−1, 1]. The final error is then given by:

D(~v1, ~v2) =
1
2

(1− corr(~v1, ~v2)) , (56)

with values in the range [0, 1].
To test our ability to discriminate between lighting environments we photographed a diffuse

sphere in 28 different locations with a 6.3 mega-pixel Nikon D-100 digital camera set to capture in
high-quality JPEG mode. The focal length was set to 70 mm, the f -stop was fixed at f/8, and the
shutter speed was varied to capture two or three exposures per location. In total, there were 68 im-
ages. For each image, the Adobe Photoshop “Quick Selection Tool” was used to locate the occluding
contour of the sphere from which both 2-D and 3-D surface normals could be estimated. The 3-D sur-
face normals were used to estimate the full set of nine lighting environment coefficients and the 2-D
surface normals along the occluding contour were used to estimate five coefficients. For both cases,
the regularization term λ in Equation (51) was set to 0.01. For each pair of images, the error, Equa-
tion (56), between the estimated coefficients was computed. In total, there were 2278 image pairs:
52 pairs were different exposures from the same location, and 2226 pairs were captured in different
locations. The errors for all pairs for both models (3-D and 2-D) are shown in Figure 9. In both plots,
the 52 image pairs from the same location are plotted first (‘+’), sorted by error. The 2226 pairs from
different locations are plotted next (‘·’). Note that the axes are scaled logarithmically. For the 3-D
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Figure 10: Superimposed on each image are the contours from which the surface normals and intensity values
are extracted to form the matrix M and the corresponding vector~b, Equation (47).

case, the minimum error between an image pair from different locations is 0.0027 and the maximum
error between an image pair from the same location is 0.0023. Therefore, the two sets of data, same
location versus different location, are separated by a threshold of 0.0025. For the 2-D case, thirteen
image pairs (0.6%) fell below 0.0025. These image pairs correspond to lighting environments that are
indistinguishable based on the five coefficient model.

To be useful in a forensic setting, lighting estimates from objects in the same lighting environment
should be robust to differences in color and material type, as well as to geometric differences, since
arbitrary objects may not have the full range of surface normals available. To test our algorithm under
these conditions, we downloaded twenty images of multiple objects in natural lighting environments
from Flickr [22], Figure 10. In each image, occluding contours of two to four objects were specified
using a semi-automated approach. A coarse contour was defined by painting along the edge of the
object using Adobe Photoshop. Each stroke was then automatically divided into quadratic segments,
or regions, which were fit to nearby points with large gradients. The analyzed regions for all images
are shown in Figure 10. Analytic surface normals and intensities along the occluding contour were
measured from the regions. With the 2-D surface normals and intensities, the five lighting envi-
ronment coefficients were estimated, Equation (51). The regularization term λ in Equation (51) was
increased to 0.1, which is larger than in the simulation due to an increasing sensitivity to noise.

Across all twenty images, there were 49 pairs of objects from the same image and 1329 pairs of
objects from different images. For each pair of objects, the error between the estimated coefficients
was computed. For objects in the same image, the average error was 0.009 with a standard deviation
of 0.007 and a maximum error of 0.027. For comparison, between objects in different images the
average error was 0.295 with a standard deviation of 0.273. There were, however, 196 pairs of objects
(15%) from different images that fell below 0.027. The lighting environments in these images (e.g., the
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two police images, the trees and skiers images, etc.) were indistinguishable using the five coefficient
model. For objects from the same image, the pair with the maximum error of 0.027 is the basketball
and basketball player. The sweaty skin of the basketball player is somewhat shiny, a violation of the
Lambertian assumption. In addition, the shoulders and arms of the basketball player provide only
a limited extent of surface normals, making the linear system somewhat ill-conditioned. In contrast,
the objects from the same image with the minimum error of 0.0001 are the left and right pumpkins
on the bench. Both pumpkins provide a large extent of surface normals, over 200◦, and the surfaces
are fairly diffuse. Since the surfaces fit the assumptions and the linear systems are well-conditioned,
the error between the estimated coefficients is small.

We created three forgeries by mixing and matching several of the images in Figure 10. These forg-
eries are shown in Figure 11. Regions along the occluding contour of two to four objects in each
image were selected for analysis. These regions are superimposed on the images in the right column
of Figure 11. Surface normals and intensities along these occluding contour were extracted, from
which the five lighting environment coefficients were estimated, Equation (51), with the regulariza-
tion term λ = 0.1. Shown in each panel is a sphere rendered with the estimated coefficients. These
spheres qualitatively show discrepancies between the lighting. For all pairs of objects originally in
the same lighting environment, the average error is 0.005 with maximum error of 0.01. For pairs of
objects from different lighting environments, the average error is 0.15 with a minimum error of 0.03.

The ability to estimate complex lighting environments was motivated by our earlier work in which
we showed how to detect inconsistencies in the direction to an illuminating light source, Section 2.1.
The work described here generalizes this approach by allowing us to estimate more complex models
of lighting and in fact can be adapted to estimate the direction to a single light source. Specifically, by
considering only the two first-order spherical harmonics, Y1,−1(·) and Y1,1(·), the direction to a light
source can be estimated as tan−1(l1,−1/l1,1).

When creating a composite of two or more people, it is often difficult to exactly match the light-
ing, even if the lighting seems perceptually consistent. The reason for this is that complex lighting
environments (multiple light sources, diffuse lighting, directional lighting) give rise to complex and
subtle lighting gradients and shading effects in the image. Under certain simplifying assumptions
(distant light sources and diffuse surfaces), arbitrary lighting environments can be modeled with a
9-dimensional model. This model approximates the lighting with a linear combination of spherical
harmonics. We have shown how to approximate a simplified 5-dimensional version of this model
from a single image, and how to stabilize the model estimation in the presence of noise. Inconsisten-
cies in the lighting model across an image are then used as evidence of tampering.

2.4 Color Filter Array

The previous three sections described forensic analysis based on detecting inconsistencies in lighting.
These tools are particularly useful in determining if a photograph was created by compositing several
photographs together. Next, we describe a complementary forensic analysis that can determine if
any part of an image was manipulated or changed (e.g., air-brushing) from the time of its original
recording.

Most digital cameras capture color images using a single sensor in conjunction with an array of
color filters. As a result, only one third of the samples in a color image are captured by the camera,
the other two thirds being interpolated. This interpolation introduces specific correlations between
the samples of a color image. When creating a digital forgery these correlations may be destroyed or
altered. We describe the form of these correlations, and propose a method that quantifies and detects
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Figure 11: Shown on the left are three forgeries: the ducks, swans, and football coach were each added into
their respective images. Shown on the right are the analyzed regions superimposed in white, and spheres
rendered from the estimated lighting coefficients.
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r1,1 g1,2 r1,3 g1,4 r1,5 g1,6

g2,1 b2,2 g2,3 b2,4 g2,5 b2,6

r3,1 g3,2 r3,3 g3,4 r3,5 g3,6

g4,1 b4,2 g4,3 b4,4 g4,5 b4,6 · · ·
r5,1 g5,2 r5,3 g5,4 r5,5 g5,6

g6,1 b6,2 g6,3 b6,4 g6,5 b6,6

...
. . .

Figure 12: The top-left portion of a CFA image obtained from a Bayer array. The red, r2i+1,2j+1, and blue,
b2i,2j , pixels are sampled on rectilinear lattices, while the green, g2i+1,2j and g2i,2j+1, pixels are sampled twice
as often on a quincunx lattice. Notice that at each pixel location only a single color sample is recorded.

them in any portion of an image.
A digital color image consists of three channels containing samples from different bands of the

color spectrum, e.g., red, green, and blue. Most digital cameras, however, are equipped with a single
CCD or CMOS sensor, and capture color images using a color filter array (CFA). The most frequently
used CFA, the Bayer array [3], employs three color filters: red, green, and blue. The red and blue
pixels are sampled on rectilinear lattices, while the green pixels are sampled on a quincunx lattice,
Figure 12. Since only a single color sample is recorded at each pixel location, the other two color
samples must be estimated from the neighboring samples in order to obtain a three-channel color
image. Let S(x, y) denote the CFA image in Figure 12, and R̃(x, y), G̃(x, y), B̃(x, y) denote the red,
green, and blue channels constructed from S(x, y) as follows:

R̃(x, y) =

{
S(x, y) if S(x, y) = rx,y

0 otherwise
(57)

G̃(x, y) =

{
S(x, y) if S(x, y) = gx,y

0 otherwise
(58)

B̃(x, y) =

{
S(x, y) if B(x, y) = bx,y

0 otherwise
, (59)

where (x, y) span an integer lattice. A complete color image, with channels R(x, y), G(x, y), and
B(x, y) needs to be estimated. These channels take on the non-zero values of R̃(x, y), G̃(x, y), and
B̃(x, y), and replace the zeros with estimates from neighboring samples. The estimation of the miss-
ing color samples is referred to as CFA interpolation or demosaicking. CFA interpolation has been
extensively studied and many methods have been proposed (see, for example, [40] for a survey,
and [17, 20, 31] for more recent methods).

The simplest methods for demosaicking are kernel-based interpolation methods that act on each
channel independently. These methods can be efficiently implemented as linear filtering operations
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on each color channel:

R(x, y) =
N∑

u,v=−N

hr(u, v)R̃(x− u, y − v) (60)

G(x, y) =
N∑

u,v=−N

hg(u, v)G̃(x− u, y − v) (61)

B(x, y) =
N∑

u,v=−N

hb(u, v)B̃(x− u, y − v), (62)

where R̃(·), G̃(·), B̃(·) are defined in Equations (57)-(59), and hr(·), hg(·), hb(·) are linear filters of size
(2N + 1)× (2N + 1). Different forms of interpolation (nearest neighbor, bilinear, bicubic [28], etc.)
differ in the form of the interpolation filter used. For the Bayer array, the bilinear and bicubic filters
for the red and blue channels are separable. The 1-D filters are given by:

hl =
[
1/2 1 1/2

]
hc =

[
−1/16 0 9/16 1 9/16 0 −1/16

]
.

There are many other CFA interpolation algorithms including smooth hue transition [6], median
filter [15], gradient-based [29], adaptive color plane [18], and threshold-based variable number of
gradients [5]. Regardless of their specific implementations, each CFA interpolation algorithm intro-
duces specific statistical correlations between a subset of pixels in each color channel. Since the color
filters in a CFA are typically arranged in a periodic pattern, these correlations are periodic. Consider,
for example, the red channel, R(x, y), that has been sampled on a Bayer array, Figure 12, then CFA
interpolated using bilinear interpolation. In this case, the red samples in the odd rows and even
columns are the average of their closest horizontal neighbors, the red samples in the even rows and
odd columns are the average of their closest vertical neighbors, and the red samples in the even rows
and columns are the average of their closest diagonal neighbors:

R(2x + 1, 2y) =
R(2x + 1, 2y − 1)

2
+

R(2x + 1, 2y + 1)
2

R(2x, 2y + 1) =
R(2x− 1, 2y + 1)

2
+

R(2x + 1, 2y + 1)
2

R(2x, 2y) =
R(2x− 1, 2y − 1)

4
+

R(2x− 1, 2y + 1)
4

+
R(2x + 1, 2y − 1)

4
+

R(2x + 1, 2y + 1)
4

.

Note that in this simple case, the estimated samples are perfectly correlated to their neighbors. As
such, a CFA interpolated image can be detected (in the absence of noise) by noticing, for example,
that every other sample in every other row or column is perfectly correlated to its neighbors. At the
same time, the non-interpolated samples are less likely to be correlated in precisely the same manner.
Furthermore, it is likely that tampering will destroy these correlations, or that the splicing together
of two images from different cameras will create inconsistent correlations across the composite im-
age. As such, the presence or lack of correlations produced by CFA interpolation can be used to
authenticate an image, or expose it as a forgery.

We begin by assuming a simple linear model for the periodic correlations introduced by CFA inter-
polation. That is, each interpolated pixel is correlated to a weighted sum of pixels in a small neighbor-
hood centered about itself. While perhaps overly simplistic when compared to the highly non-linear
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nature of most CFA interpolation algorithms, this simple model is both easy to parametrize and can
reasonably approximate each of the CFA interpolation algorithms described above. Note that most
CFA algorithms estimate a missing color sample from neighboring samples in all three color chan-
nels. For simplicity, however, we ignore these inter-channel correlations and treat each color channel
independently.

If the specific form of the correlations is known (i.e., the parameters of the linear model), then
it would be straightforward to determine which samples are correlated to their neighbors. On the
other hand, if it was known which samples are correlated to their neighbors, the specific form of the
correlations could be easily determined. In practice, of course, neither are known. To simultaneously
estimate both we employ the expectation/maximization (EM) algorithm [11], as described below.

Let f(x, y) denote a color channel (red, green, or blue) of a CFA interpolated image. We begin by
assuming that each sample in f(x, y) belongs to one of two models: (1) M1 if the sample is linearly
correlated to its neighbors, satisfying:

f(x, y) =
N∑

u,v=−N

αu,vf(x + u, y + v) + n(x, y), (63)

where the model parameters are given by the linear coefficients ~α = {αu,v| −N ≤ u, v ≤ N} (N is an
integer and α0,0 = 0), and n(x, y) denotes independent and identically distributed samples drawn
from a Gaussian distribution with zero mean and unknown variance σ2; or (2) M2 if the sample is
not correlated to its neighbors, i.e., is generated by an “outlier process”.

The expectation-maximization algorithm (EM) is a two-step iterative algorithm: (1) in the E-step
the probability of each sample belonging to each model is estimated; and (2) in the M-step the specific
form of the correlations between samples is estimated. More specifically, in the E-step, the probability
of each sample of f(x, y) belonging to model M1 is estimated using Bayes’ rule:

Pr{f(x, y) ∈ M1 | f(x, y)} =
Pr{f(x, y) | f(x, y) ∈ M1}Pr{f(x, y) ∈ M1}∑2
i=1 Pr{f(x, y) | f(x, y) ∈ Mi}Pr{f(x, y) ∈ Mi}

, (64)

where the prior probabilities Pr{f(x, y) ∈ M1} and Pr{f(x, y) ∈ M2} are assumed to be equal to 1/2.
The probability of observing a sample f(x, y) knowing it was generated from model M1 is given by:

Pr{f(x, y) | f(x, y) ∈ M1} =
1

σ
√

2π
exp

−
(
f(x, y)−

∑N
u,v=−N αu,vf(x + u, y + v)

)2

2σ2

. (65)

The variance, σ2, of this Gaussian distribution is estimated in the M-step. A uniform distribution is
assumed for the probability of observing a sample generated by the outlier model, M2,
i.e., Pr{f(x, y) | f(x, y) ∈ M2} is equal to the inverse of the range of possible values of f(x, y). Note
that the E-step requires an estimate of the coefficients ~α, which on the first iteration is chosen ran-
domly. In the M-step, a new estimate of ~α is computed using weighted least squares, by minimizing
the following quadratic error function:

E(~α) =
∑
x,y

w(x, y) ·

f(x, y)−
N∑

u,v=−N

αu,vf(x + u, y + v)

2

, (66)
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where the weights w(x, y) ≡ Pr{f(x, y) ∈ M1 | f(x, y)}, Equation (64). This error function is mini-
mized by computing the gradient with respect to ~α, setting this gradient equal to zero, and solving
the resulting linear system of equations. Setting equal to zero the partial derivative with respect to
one of the coefficients, αs,t, yields:

∂E

∂αs,t
= 0 (67)

∑
x,y

w(x, y)f(x + s, y + t)
N∑

u,v=−N

αu,vf(x + u, y + v) =
∑
x,y

w(x, y)f(x + s, y + t)f(x, y). (68)

Re-ordering the terms on the left-hand side yields:

N∑
u,v=−N

αu,v

(∑
x,y

w(x, y)f(x + s, y + t)f(x + u, y + v)

)
=

∑
x,y

w(x, y)f(x + s, y + t)f(x, y) .(69)

This process is repeated for each component, αs,t, of ~α, to yield a system of linear equations that
can be solved using standard techniques. The E-step and the M-step are iteratively executed until a
stable estimate of ~α is achieved. The final ~α has the property that it maximizes the likelihood of the
observed samples.

We collected one hundred images, fifty of resolution 512× 512, and fifty of resolution 1024× 1024.
Each of these images were cropped from a smaller set of twenty 1600× 1200 images taken with a
Nikon Coolpix 950 camera, and twenty 3034× 2024 images taken with a Nikon D100 camera. The
Nikon Coolpix 950 employs a four-filter (yellow, cyan, magenta, green) CFA, and was set to store the
images in uncompressed TIFF format. The Nikon D100 camera employs a Bayer array, and was set
to store the images in RAW format. To avoid interference with the CFA interpolation of the cameras,
each color channel of these images was independently blurred with a 3× 3 binomial filter, and down-
sampled by a factor of two in each direction. These down-sampled color images, of size 256× 256
or 512× 512, were then re-sampled onto a Bayer array, and CFA interpolated using the algorithms
described above.

Shown in Figures 13 and 14 are the results of running the EM algorithm on eight 256× 256 color
images that were CFA interpolated. The parameters of the EM algorithm were: N = 1, σ0 = 0.0075,
and p0 = 1/256. Shown in the left column are the images, in the middle column the estimated
probability maps from the green channel (the red and blue channels yield similar results), and in the
right column the magnitude of the Fourier transforms of the probability maps 3. Note that, although
the periodic patterns in the probability maps are not visible at this reduced scale, they are particularly
salient in the Fourier domain in the form of localized peaks. Note also that these peaks do not appear
in the images that are not CFA interpolated (last row of Figures 13 and 14).

Since it is likely that tampering will destroy the periodicity of the CFA correlations, it may be
possible to detect and localize tampering in any portion of an image. To illustrate this, consider the
leftmost image in Figure 15, taken with a Nikon D100 digital camera and saved in RAW format.

3For display purposes, the probability maps were up-sampled by a factor of two before Fourier transforming. The
periodic patterns introduced by CFA interpolation have energy in the highest horizontal, vertical and diagonal frequencies,
which corresponds to localized frequency peaks adjacent to the image edges. Up-sampling by a factor of two shrinks the
support of a probability map’s spectrum, and shifts these peaks into the mid-frequencies, where they are easier to see.
Also for display purposes, the Fourier transforms of the probability maps were high-pass filtered, blurred, scaled to fill the
range [0, 1], and gamma corrected with an exponent of 2.0.
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image p |F(p)|

bilinear

bicubic

smooth hue

3× 3 median

no CFA
interpolation

Figure 13: Shown in each row is an image interpolated with the specified algorithm, the probability map of the
green channel as output by the EM algorithm, and the magnitude of the Fourier transform of the probability
map. Note the peaks in |F(p)| corresponding to periodic correlations in the CFA interpolated images, and the
lack of such peaks in the non-CFA interpolated image (last row).
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Figure 14: Shown in each row is an image interpolated with the specified algorithm, the probability map of the
green channel as output by the EM algorithm, and the magnitude of the Fourier transform of the probability
map. Note the peaks in |F(p)| corresponding to periodic correlations in the CFA interpolated images, and the
lack of such peaks in the non-CFA interpolated image (last row).
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Figure 15: Shown are an image, and the probability maps of composite images obtained by splicing together
the CFA interpolated image (left portion of each image) and the same image without CFA interpolation (right
portion). Also shown are the magnitudes of the Fourier transforms of windows from the two regions. Note
that windows from the CFA interpolated regions (left) have localized peaks in the Fourier domain, while the
windows from the “tampered” regions (right) do not.

Each color channel of this image (initially interpolated using the adaptive color plane technique) was
blurred with a 3× 3 binomial filter and down-sampled by a factor of two in order to destroy the CFA
periodic correlations. The 512× 512 down-sampled image was then re-sampled on a Bayer array
and CFA interpolated. Next, composite images, 512× 512 pixels in size, were created by splicing, in
varying proportions (1/4, 1/2, and 3/4), the non-CFA interpolated image and the same image CFA
interpolated with the bicubic algorithm. Shown in Figure 15 are the probability maps obtained from
running EM on the red channel of the composite images. Notice that these probability maps clearly
reveal the presence of two distinct regions. Shown below each probability map are the magnitudes
of the Fourier transforms of two windows, one from the non-CFA interpolated portion (right), and
one from the CFA interpolated portion (left). Notice the presence of localized frequency peaks in the
CFA interpolated portion, and the lack of such peaks in the non-CFA interpolated portion.

Shown in Figure 16 is a perceptually plausible forgery created using Adobe Photoshop (top row,
right). The tampering consisted of hiding the damage on the car hood using air-brushing, smudging,
blurring, and duplication. Also shown is the original image CFA interpolated using bicubic inter-
polation (top row, left), the estimated probability map of the tampered image (middle row), and the
magnitude of the Fourier transforms of two windows one from a tampered portion (bottom row,
left), and one from an unadulterated portion (bottom row, right). Note that even though the periodic
pattern is not visible in the probability map, localized frequency peaks reveal its presence. Note also
that the window from the tampered region does not contain frequency peaks.

The benefit of this approach is that nearly any manipulation to the image can be detected. The
drawback is that an original resolution version of the image is required for authentication. And, as
with any authentication scheme, our forensic analysis is vulnerable to counter-attack. A tampered
image could, for example, be re-sampled onto a color filter array, and then re-interpolated. This
attack, however, requires knowledge of the camera’s CFA pattern and interpolation algorithm, and
may be beyond the reaches of a novice forger.
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Figure 16: Shown are: (top) an original and a tampered image, (middle) the probability map of the tampered
image’s green channel, and (bottom) the magnitude of the Fourier transform of two windows from the prob-
ability map. The windows correspond to a tampered and an unadulterated portions of the forgery. Note the
lack of peaks in the tampered region signifying the absence of CFA interpolation.
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2.5 JPEG Ghosts

Although highly effective in some situations, the techniques described above are not applicable when
analyzing low quality images. Detecting tampering in low quality images is particularly challenging
since low quality images often destroy many artifacts that could be used to detect tampering. One
such technique is described next that detects tampering which results when part of a JPEG image is
inserted into another higher quality JPEG image. For example, when one person’s head is spliced
onto another person’s body, or when two separately photographed people are combined into a sin-
gle composite. This approach works by explicitly determining if part of an image was originally
compressed at a lower quality relative to the rest of the image.

In the standard JPEG compression scheme [1, 44], a color image (RGB) is first converted into lu-
minance/chrominance space (YCbCr). The two chrominance channels (CbCr) are typically subsam-
pled by a factor of two relative to the luminance channel (Y). Each channel is then partitioned into
8× 8 pixel blocks. These values are converted from unsigned to signed integers (e.g., from [0, 255] to
[−128, 127]). Each block is converted to frequency space using a 2-D discrete cosine transform (DCT).
Each DCT coefficient, c, is then quantized by an amount q:

ĉ = round(c/q), (70)

where the quantization q depends on the spatial frequency and channel. Larger quantization values
q yield better compression at the cost of image degradation. Quantization values are typically larger
in the chrominance channels, and in the higher spatial frequencies, roughly modeling the sensitivity
of the human visual system.

Consider now a set of coefficients c1 quantized by an amount q1, which are subsequently quan-
tized a second time by an amount q2 to yield coefficients c2. With the exception of q2 = 1 (i.e., no
quantization), the difference between c1 and c2 will be minimal when q2 = q1. It is obvious that the
difference between c1 and c2 increases for quantization value q2 > q1 since the coefficients become
increasingly more sparse as q2 increases. For values of q2 < q1, the difference between c1 and c2 also
increases because although the second quantization does not affect the granularity of the coefficients,
it does cause a shift in their values. Shown in Figure 17(a), for example, is the sum of squared differ-
ences between c1 and c2 as a function of the second quantization q2, where q1 = 17, and where the
coefficients c1 are drawn from a normal zero-mean distribution. Note that this difference increases
as a function of increasing q2, with the exception of q2 = q1, where the difference is minimal. If q1 is
not prime, unlike the above example, then multiple minima may appear at quality values q2 that are
integer multiples of q1. As will be seen below, this issue can be circumvented by averaging over all
of the JPEG DCT coefficients.

Consider next a set of coefficients c0 quantized by an amount q0, followed by quantization by an
amount q1 < q0 to yield c1. Further quantizing c1 by q2 yields the coefficients c2. As before, the
difference between c1 and c2 will be minimal when q2 = q1. But, since the coefficients were initially
quantized by q0, where q0 > q1, we expect to find a second minimum when q2 = q0. Shown in
Figure 17(b) is the sum of squared differences between c1 and c2, as a function of q2, where q0 = 23
and q1 = 17. As before, this difference increases as a function of increasing q2, reaches a minimum
at q2 = q1 = 17, and most interestingly has a second local minimum at q2 = q0 = 23. We refer to
this second minimum as a JPEG ghost, as it reveals that the coefficients were previously quantized
(compressed) with a larger quantization (lower quality).

Recall that the JPEG compression scheme separately quantizes each spatial frequency within a 8×8
pixel block. One approach to detecting JPEG ghosts would be to separately consider each spatial fre-
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Figure 17: Shown in panel (a) is the sum of squared differences between coefficients quantized by an amount
q1 = 17, followed by a second quantization in the range q2 ∈ [1, 30] (horizontal axis) – this difference reaches
a minimum at q2 = q1 = 17. Shown in panel (b) is the sum of squared differences between coefficients
quantized initially by an amount q0 = 23 followed by q1 = 17, followed by quantization in the range q2 ∈ [1, 30]
(horizontal axis) – this difference reaches a minimum at q2 = q1 = 17 and a local minimum at q2 = q0 = 23,
revealing the original quantization.

quency in each of the three luminance/color channels. However, recall that multiple minima are
possible when comparing integer multiple quantization values. If, on the other hand, we consider
the cumulative effect of quantization on the underlying pixel values, then this issue is far less likely
to arise (unless all 192 quantization values at different JPEG qualities are integer multiples of one an-
other – an unlikely scenario). Therefore, instead of computing the difference between the quantized
DCT coefficients, we consider the difference computed directly from the pixel values, as follows:

d(x, y, q) =
1
3

3∑
i=1

[f(x, y, i)− fq(x, y, i)]2, (71)

where f(x, y, i), i = 1, 2, 3, denotes each of three RGB color channels4, and fq(·) is the result of
compressing f(·) at quality q.

Shown in the top left panel of Figure 18 is an image whose central 200 × 200 pixel region was ex-
tracted, compressed at a JPEG quality of 65/100, and re-inserted into the image whose original quality
was 85. Shown in each subsequent panel is the sum of squared differences, Equation (71), between
this manipulated image, and a re-saved version compressed at different JPEG qualities. Note that
the central region is clearly visible when the image is re-saved at the quality of the tampered region
(65). Also note that the overall error reaches a minimum at the saved quality of 85. There are some

4The detection of JPEG ghosts is easily adapted to grayscale images by simply computing d(x, y, q), Equation (71), over
a single image channel.
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Figure 18: Shown in the top left panel is the original image from which a central 200 × 200 region was ex-
tracted, saved at JPEG quality 65, and re-inserted into the image whose original quality was 85. Shown in each
subsequent panel is the difference between this image and a re-saved version compressed at different JPEG
qualities in the range [35, 85]. At the originally saved quality of 65, the central region has a lower difference
than the remaining image.

variations in the difference images within and outside of the tampered region which could possibly
confound a forensic analysis. These fluctuations are due to the underlying image content. Specif-
ically, because the image difference is computed across all spatial frequencies, a region with small
amounts of high spatial frequency content (e.g., a mostly uniform sky) will have a lower difference
as compared to a highly textured region (e.g., grass). In order to compensate for these differences,
we consider a spatially averaged and normalized difference measure. The difference image is first
averaged across a b× b pixel region:

δ(x, y, q) =
1
3

3∑
i=1

1
b2

b−1∑
bx=0

b−1∑
by=0

[f(x + bx, y + by, i)− fq(x + bx, y + by, i)]2, (72)

and then normalized so that the averaged difference at each location (x, y) is scaled into the range
[0, 1]:

d(x, y, q) = δ(x, y, q)− minq[δ(x, y, q)]
maxq[δ(x, y, q)]−minq[δ(x, y, q)]

. (73)

Although the JPEG ghosts are often visually highly salient, it is still useful to quantify if a specified
region is statistically distinct from the rest of the image. To this end, the two-sample Kolmogorov-
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Smirnov statistic [7] is employed to determine if the distribution of differences, Equation (73), in two
regions are similar or distinct. The K-S statistic is defined as:

k = max
u

|C1(u)− C2(u)|, (74)

where C1(u) and C2(u) are the cumulative probability distributions of two specified regions in the
computed difference d(x, y, q), where each value of q is considered separately.

There are two potential complicating factors that arise when detecting JPEG ghosts in a general
forensic setting. First, it is likely that different cameras and photo-editing software packages will
employ different JPEG quality scales and hence quantization tables [13]. When iterating through
different qualities it would be ideal to match these qualities and tables, but this may not always
be possible. Working to our advantage, however, is that the difference images are computed by
averaging across all spatial frequencies. As a result small differences in the original and subsequent
quantization tables will likely not have a significant impact. The second practical issue is that in the
above examples we have assumed that the tampered region remains on its original 8× 8 JPEG lattice
after being inserted and saved. If this is not the case, then the mis-alignment may destroy the JPEG
ghost since new spatial frequencies will be introduced by saving on a new JPEG block lattice. This
problem can be alleviated by sampling all 64 possible alignments (a 0 to 7 pixel shift in the horizontal
and vertical directions). Specifically, an image is shifted to each of these 64 locations prior to saving
at each JPEG quality. Although this increases the complexity of the analysis, each comparison is
efficient, leading to a minimal impact in overall run-time complexity.

To test the efficacy of detecting JPEG ghosts, 1, 000 uncompressed TIFF images were obtained
from the Uncompressed Colour Image Database (UCID) [42]. These color images are each of size
512 × 384 and span a wide range of indoor and outdoor scenes. A central portion from each image
was removed, saved at a specified JPEG quality of Q0, re-inserted into the image, and then the entire
image was saved at the same or different JPEG quality of Q1. The MatLab function imwrite was
used to save images in the JPEG format. This function allows for JPEG qualities to be specified in the
range of 1 to 100. The size of the central region ranged from 50 × 50 to 200 × 200 pixels. The JPEG
quality Q1 was selected randomly in the range 40 to 90, and the difference between JPEG qualities
Q0 and Q1 ranged from 0 to 25, where Q0 ≤ Q1 (i.e., the quality of the central region is less than the
rest of the image, yielding quantization levels for the central region that are larger than for the rest of
the image). Note that this manipulation is visually seamless, and does not disturb any JPEG blocking
statistics.

Note that is assumed here that the same JPEG qualities/tables were used in the creation and testing
of an image, and that there is no shift in the tampered region from its original JPEG block lattice. The
impact of these assumptions will be explored below, where it is shown that they are not critical to the
efficacy of the detection of JPEG ghosts.

After saving an image at quality Q1, it was re-saved at qualities Q2 ranging from 30 to 90 in incre-
ments of 1. The difference between the image saved at quality Q1 and each image saved at quality
Q2 was computed as specified by Equation (73), with b = 16. The K-S statistic, Equation (74), was
used to compute the statistical difference between the image’s central region, and the rest of the im-
age. If the K-S statistic for any quality Q2 exceeded a specified threshold, the image was classified
as manipulated. This threshold was selected to yield a less than 1% false positive rate (an authentic
image incorrectly classified as manipulated).

Many of the images in the UCID database have significant regions of either saturated pixels, or
largely uniform intensity patches. These regions are largely unaffected by varying JPEG compression
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Table 2: JPEG ghost detection accuracy (%)
Q1 −Q0

size 0 5 10 15 20 25
200× 200 99.2 14.8 52.6 88.1 93.8 99.9
150× 150 99.2 14.1 48.5 83.9 91.9 99.8
100× 100 99.1 12.6 44.1 79.5 91.1 99.8

50× 50 99.3 5.4 27.9 58.8 77.8 97.7

qualities, and therefore exhibit little variation in the computed difference images, Equation (73). As
such, these regions provide unreliable statistics and were ignored when computing the K-S statistic,
Equation (74). Specifically, regions of size b× b with an average intensity variance less than 2.5 gray
values were simply not included in the computation of the K-S statistic.

Shown in Table 2 are the estimation results as a function of the size of the manipulated region
(ranging from 200× 200 to 50× 50) and the difference in JPEG qualities between the originally saved
central region, Q0, and the final saved quality, Q1 (ranging from 0 to 25 – a value of Q1 − Q0 = 0
denotes no tampering). Note that accuracy for images with no tampering (first column) is greater
than 99% (i.e., a less than 1% false positive rate). Also note that the detection accuracy is above 90%
for quality differences larger than 20 and for tampered regions larger than 100 × 100 pixels. The
detection accuracy degrades with smaller quality differences and smaller tampered regions. Shown
in Figure 19(a) are ROC curves for a tampered region of size 150× 150 and a quality difference of 15.
Shown in Figure 19(b) are ROC curves for a tampered region of size 100×100 and a quality difference
of 10. In each panel, the solid curve corresponds to the accuracy of detecting the tampered region,
and the dashed curve corresponds to the accuracy of correctly classifying an authentic image. The
vertical dotted lines denote false positive rates of 10%, 5%, and 1%. As expected, there is a natural
trade-off between the detection accuracy and the false positives which can be controlled with the
threshold on the K-S statistic.

The next few examples illustrate the efficacy of detecting JPEG ghosts in visually plausible forg-
eries. In each example, the forgery was created and saved using Adobe Photoshop CS3 which em-
ploys a 12-point JPEG quality scale. The MatLab function imwrite was then used to re-compress
each image on a 100-point scale. In order to align the original JPEG block lattice with the re-saved
lattice, the image was translated to each of 64 possible spatial locations (between 0 and 7 pixels in the
horizontal and vertical directions). The shift that yielded the largest K-S statistic was then selected.

Shown in Figure 20 are an original and doctored image. The inserted flying car was originally of
JPEG quality 4/12 and the final image was saved at quality 10/12. Shown in the bottom portion of
Figure 20 are the difference images between the tampered image saved at JPEG qualities 60 through
98 in steps of 2. The maximal K-S statistic for the car was 0.92. Regions of low variance are coded with
mid-level gray in each panel. A second example is shown in Figure 21. The inserted dolphin was
originally of JPEG quality 5/12 and the final image was saved at quality 8/12. Shown in the bottom
portion of Figure 21 are the difference images between the tampered image saved at JPEG qualities
60 through 100 in steps of 2. The maximal K-S statistic for the dolphin was 0.84. In both examples,
the JPEG ghosts of the inserted car and dolphin are visually salient and statistically distinct from the
rest of the image.

The advantage of this approach is that it is effective on low quality images and can detect relatively
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Figure 19: Shown are ROC curves for (a): a tampered region of size 150 × 150 and a quality difference of 15;
and (b) a tampered region of size 100 × 100 and a quality difference of 10. The solid curve corresponds to
the accuracy of detecting the tampered region, and the dashed curve corresponds to the accuracy of correctly
classifying an authentic image. The vertical dotted lines denote (from left to right) false positive rates of 10%,
5%, and 1%. See also Table 2.

small regions that have been altered. The disadvantage of this approach is that it is only effective
when the tampered region is of lower quality than the image into which it was inserted.

3 Discussion

Today’s technology allows digital media to be altered and manipulated in ways that were simply
impossible twenty years ago. Tomorrow’s technology will almost certainly allow for us to manipulate
digital media in ways that today seem unimaginable. And as this technology continues to evolve it
will become increasingly more important for the science of digital forensics to try to keep pace.

There is little doubt that as we continue to develop techniques for exposing photographic frauds,
new techniques will be developed to make better and harder to detect fakes. And while some of
the forensic tools may be easier to fool than others, some tools will be difficult for the average user
to circumvent. For example, three of the techniques described here leverage complex and subtle
lighting and geometric properties of the image formation process that are non-trivial to correct in a
standard photo-editing software. As with the spam/anti-spam and virus/anti-virus game, an arms
race between the forger and forensic analyst is somewhat inevitable. The field of image forensics
however has and will continue to make it harder and more time consuming (but never impossible) to
create a forgery that cannot be detected. It is my hope that this new technology, along with awareness
and sensible policy and law, will help the media, the courts, and our society contend with this exciting
and at times puzzling digital age.
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Figure 20: Shown are the original (left) and doctored (right) image. Shown below are the difference images at
qualities 60 through 98 in steps of 2.
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Figure 21: Shown are the original (left) and doctored (right) image. Shown below are the difference images at
qualities 60 through 100 in steps of 2.
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